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Abstract

Causal estimates can be obtained by instrumental variable analysis using a two-stage
method. However, these can be biased when the instruments are weak. We introduce
a Bayesian method, which adjusts for the first-stage residuals in the second-stage
regression and has much improved bias and coverage properties. In the continuous
outcome case, this adjustment reduces median bias from weak instruments to close
to zero. In the binary outcome case, bias from weak instruments is reduced and the
estimand is changed from a marginal population-based effect to a conditional effect.
The lack of distributional assumptions on the posterior distribution of the causal
effect gives a better summary of uncertainty and more accurate coverage levels than
methods which rely on the asymptotic distribution of the causal estimate. These
properties are discussed in the context of Mendelian randomization.
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1 Introduction

A common research question of interest is to estimate the change in an outcome caused
by a unit change in a risk factor. When observational rather than experimental data
is used, bias from endogeneity of the risk factor, due to unmeasured confounding
and reverse causation, prevents a causal interpretation of the association between
risk factor and outcome [1]. The method of instrumental variables can be used for
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estimating causal associations in such situations [2]. An instrumental variable (IV)
is an exogenous variable, which is associated with the continuous risk factor (X) of
interest (here thought of as a modifiable exposure), but unassociated with any possible
confounding factors (U) or with the outcome (Y ) except possibly via the risk factor
[3]. The core necessary assumptions for the instrumental variable (IV) G to satisfy
are [4]:

a) independence of any possible confounders (i.e. G is independent of U),

b) association with the risk factor (i.e. G is not independent of X), and

c) independence of the outcome conditional on the risk factor and confounders (ie.
G is independent of Y conditional on X and U).

These assumptions can summarized in a directed acyclic graph (Figure 1). In order to
estimate the magnitude of a causal effect, additional assumptions are required, such
as linearity and the absence of effect modification [3, 5, 6].

G X

U

Y

Figure 1: Directed acyclic graph (DAG) of instrumental variable assumptions

Instrumental variable analysis was developed in the field of econometrics. It has
recently risen to prominence in the epidemiological literature with Mendelian ran-
domization, an application of IV techniques where genetic markers, typically single
nucleotide polymorphisms (SNPs), are used as the instrument [7]. The independent
random allocation of genetic material at conception and the role of specific genes in
influencing risk factor phenotypes make genetic variants ideal candidates for instru-
mental variables [8]. Genetic variants are sought which are associated with the risk
factor of interest, but not with any competing risk factors. Here we assume that
the instruments used satisfy the necessary assumptions [2, 9]. Although the meth-
ods developed in this paper can be applied generally to IV problems, the models and
parameters of the simulations will correspond to those typical in a Mendelian random-
ization analysis. Specifically, we consider G as discrete and thus dividing the data
into ‘genetic subgroups’.

In this paper, we seek to investigate two issues related to bias and coverage of
instrumental variable estimates of causal association. The first is weak instrument
bias [10, 11]. A weak instrument is an IV which does not explain a large proportion
of the variation in the risk factor [12]. The strength of an IV is usually measured by
the F statistic (sometimes called the Cragg–Donald F statistic [13]) in the regression
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of the risk factor on the IV [14]. Weak instruments are known to produce biased
estimates with incorrectly sized confidence intervals [15].

The second issue is that of non-collapsibility in analyses involving binary outcomes
and logistic modelling [16]. When a log odds ratio is marginalized over the distribution
of a covariate, its value changes [3]. So the interpretation of a regression parameter
in a logistic association model depends on the distribution and choice of covariates
in the model. With binary outcomes, several different parameters of interest and
estimation methods have been proposed [5, 17]. We seek to estimate a conditional
causal effect, the parameter targeted in a standard logistic regression analysis with
adjustment for covariates [18, 19], and a marginal population-averaged causal effect
[19], the parameter typically estimated in a randomized controlled trial [20].

We first present methods and a simulation study with continuous outcomes (Sec-
tion 2), introducing a novel Bayesian method to model the correlation between risk
factor and outcome, which reduces bias to near zero with even moderately weak in-
struments. We show methods for binary outcomes analogous to those with continuous
outcomes (Section 3), and demonstrate that adjusting for the first-stage residuals in a
logistic model, which is analogous to modelling the correlation in a continuous setting,
changes the target parameter from a marginal to a conditional causal effect. In the
discussion, we relate these results to the analysis of Mendelian randomization studies
(Section 4).

2 Continuous outcomes and linear models

We describe both established and novel IV methods to estimate causal associations
with continuous outcomes and linear models, and then examine how they perform in
simulations.

2.1 Methods

a) Two-stage: The two-stage least squares (2SLS) estimator is so called because
it can be calculated using two regression stages [21]. The first stage (G-X regression)
regresses X on G to give fitted values X̂|G. The second stage (X-Y regression)
regresses Y on the fitted values X̂|G from the first stage regression. The causal
estimate is this second-stage regression coefficient for the change in outcome caused
by unit change in the risk factor. The variance for the two-stage estimator with
continuous outcomes is here calculated using a sandwich variance estimator to account
for possible misspecification of the first-stage regression [22]. The estimated causal
parameter is generally assumed to be normally distributed [23]. The 2SLS estimator
has a finite kth moment with (k+ 1) instruments when all the associations are linear
and the error terms heteroscedastic and normally distributed [24].

Estimates using the 2SLS method are known to be biased in the direction of the
confounded association between the risk factor and outcome [10, 25]. The magnitude
of the bias depends on the statistical strength of association between the instrument
and risk factor [11]. The relative bias, defined as the bias of the IV estimator divided
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by the bias of the observational estimator (i.e. from ordinary least squares regression of
Y onX) [12], is asymptotically approximately 1/F , where F is the expected F statistic
for the IVs in the first-stage regression [12, 15]. Hence an expected F statistic of 10
leads to a relative bias of about 10%. Weak instruments also lead to overly narrow
confidence intervals and poor coverage properties [15], and methods which do not allow
for the possibility of an infinite confidence set will not be robust to weak instruments
[23]. When the IV is weak, the IV estimator has a long-tailed distribution, which is
not well approximated by a normal distribution [26].

b) Ratio: The ratio of coefficients (or Wald [27]) estimator is calculated as the
ratio of two regression coefficients: from the regression of Y on G (G-Y regression)
and the regression of X on G (G-X regression) [2]. The ratio method can only be
used when there is a single instrument, in which case the causal estimate coincides
with that from the 2SLS method. Confidence intervals for the ratio estimator can be
calculated using Fieller’s theorem [28, 29], assuming a bivariate normal distribution
of the regression estimates with zero correlation.

c) LIML: The limited information maximum likelihood (LIML) method is the
“maximum likelihood counterpart of 2SLS” [30]. It is calculated by a maximum
likelihood procedure on the assumption of a multivariate normal distribution of the
variables with homoscedastic errors [31]. It maximizes the profile likelihood of the
unrestricted reduced form (where each endogenous variable is expressed in terms of
the exogenous variables), profiling out (referred to by economists as ‘concentrating
out’) the variance-covariance matrix. With a single instrument, the LIML estimate
coincides with that from 2SLS. LIML is close to median unbiased for all but the
weakest instruments [32], although it does not have any finite moments for any number
of instruments [33]. A related method is full information maximum likelihood (FIML),
which uses the same homoscedastic multivariate normal model, but maximizes the full
joint likelihood of all the variables.

d) Bayesian: We describe a Bayesian method for a normally distributed risk
factor and exposure [34]. For each individual i, we model the measured risk factor xi
as coming from a normal distribution for Xi with mean ξi and variance σ2

x; similarly,
measured outcome yi comes from an independent normal distribution for Yi with
mean ηi and variance σ2

y. The mean risk factor ξi is assumed to be a linear function
of the instruments gik, k = 1, . . . , K. The model is estimated in one stage, allowing
propagation of uncertainty and feedback between the two regression stages. There is
no assumption on the distribution of the causal parameter β1 [35].

Xi ∼ N (ξi, σ
2
x) (1)

Yi ∼ N (ηi, σ
2
y)

ξi = α0 +
K∑
k=1

αkgik

ηi = β0 + β1 ξi

e) Adjusted Bayesian: The above model (1) assumes that an individual’s risk
factor and outcome are uncorrelated within genetic subgroups. This is not true, since
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there will be a correlation between X and Y due to the true causal association and
to confounding. The correlation due to confounding is the cause of weak instrument
bias in the 2SLS method [11, 25]. In the Bayesian formulation, we introduce a new
model which explicitly includes the correlation between risk factor and outcome by
using a bivariate normal distribution for (Xi, Yi) with correlation ρ. We replace the
first two lines of (1) by:(

Xi

Yi

)
∼ N2

((
ξi
ηi

)
,

(
σ2
x ρσxσy

ρσxσy σ2
y

))
(2)

Equivalently, to avoid bivariate distributions, we use the properties of the bivariate
normal distribution to model Xi by its univariate marginal distribution and Yi by its
conditional distribution given Xi = xi.

Xi ∼ N (ξi, σ
2
x) (3)

Yi|Xi = xi ∼ N (ηi +
σy
σx
ρ(xi − ξi), (1− ρ2)σ2

y)

This model is equivalent to the unrestricted reduced form of the model considered by
Kleibergen and Zivot [36]. As the Bayesian models (and FIML) allow for uncertainty
in X to be propagated through the model via the joint likelihood, they have some
similarly to measurement error models. In contrast, the two-stage method does not
allow for uncertainty in the fitted values ofX used in the second-stage regression. This
difference is one reason for potential differences in estimates and confidence intervals
between the methods.

2.2 Implementation

We consider median bias as our measure of non-central tendency rather than mean
bias, as mean bias is not defined for the LIML estimator. Mean bias is considered for
estimators with a finite first moment in the Appendix. Results for 2SLS were obtained
using the sem package in R [37], for LIML using the ivreg2 command in Stata [38],
and for FIML using the proc syslin command in SAS. In the Bayesian analyses, we use
vague prior distributions on all parameters: normal priors with mean zero, variance
102 for all regression parameters, uniform priors on [0, 20] for standard deviations
and a uniform prior on [−1, 1] for the correlation ρ. We use Markov chain Monte
Carlo (MCMC) methods in WinBUGS [39] with at least 5000 iterations, of which the
first 500 are discarded as ‘burn-in’. We assess convergence by examining the Monte
Carlo error, representing the error due to the limited number of iterations, re-running
simulations which have large error or which have failed to converge. We regard the
mean of the posterior distribution as the ‘estimate’ of the parameter of interest and
the standard deviation of the posterior distribution as the ‘standard error (SE)’; the
posterior mean gave better properties than the posterior median for the median bias.
We used the 2.5th to the 97.5th percentile range as the ‘95% confidence interval’ to
estimate coverage. Although “credible interval” is the more appropriate term with
Bayesian methods, the term “confidence interval” is here used to encompass both
Bayesian and non-Bayesian interval estimates.
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2.3 Simulations for continuous outcomes

We take a simple model of confounded association. Risk factor xi for individual i is
a linear combination of three instruments gik for k = 1, 2, 3 which take values 0 or
1, normally distributed confounder ui, and error ϵxi terms. Outcome yi is a linear
combination of xi and ui with normally distributed error ϵyi. The true causal effect
of X on Y is represented by β1. To simplify, the constant terms in the equations are
set to be zero:

xi = α11 gi1 + α12 gi2 + α13 gi3 + α2 ui + ϵxi (4)

yi = β1 xi + β2 ui + ϵyi

ui ∼ N (0, σ2
u); ϵxi ∼ N (0, σ2

x); ϵyi ∼ N (0, σ2
y) independently

This can also be expressed as:

xi = α11 gi1 + α12 gi2 + α13 gi3 + ϵ̃xi (5)

yi = β1 xi + ϵ̃yi

where ϵ̃xi and ϵ̃yi are correlated, with the degree of correlation, referred to as ψ,
depending on the strength of confounding.

Since each instrument is dichotomous, there are 8 possible IV combinations. We
simulate 10 000 datasets from this model for each set of parameters with 200 individ-
uals divided equally between the combinations (results using non-Bayesian methods
for 100 000 datasets are given in the Appendix). The instruments can be thought of
as uncorrelated SNPs with dominant minor allele frequency 0.293. We considered four
sets of parameter values covering a range of typical situations, with σ2

x = σ2
y = σ2

u = 1
throughout.

a) null causal effect, moderate positive confounding (β1 = 0, α2 = 1, β2 = 2; ψ =
0.6);

b) null causal effect, strong positive confounding (β1 = 0, α2 = 1, β2 = 4; ψ = 0.7);

c) positive causal effect, moderate positive confounding (β1 = 1, α2 = 1, β2 = 2;
ψ = 0.6);

d) positive causal effect, strong negative confounding (β1 = 1, α2 = 1, β2 = −4;
ψ = −0.7).

The instruments are taken to be of equal strength, α11 = α12 = α13 = α1 with α1

taking five values from 0.2 to 0.6, corresponding to mean F3,196 statistic values between
2.0 and 10.1.

2.4 Results

Table 1 shows the median estimate and Table 2 the median width and coverage
of a 95% confidence interval for the 10 000 simulations using the 2SLS, LIML and
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Bayesian methods. Results are not presented for the FIML method as for each dataset
the FIML estimate typically differed from the LIML estimates only in the fourth
decimal place, and the standard error in the third decimal place (the FIML standard
error was consistently slightly less than the LIML standard error). The Monte Carlo
standard error, representing the uncertainty due to the limited number of simulations,
is 0.003–0.012 for the median estimate (depending on the strength of the instrument
and confounding) and 0.002 for the coverage.

2.5 Median bias

All methods exhibit some bias. When the instruments are very weak (E(F ) = 2.0, 3.3),
the 2SLS and Bayesian methods are severely biased in the direction of the observa-
tional association. When the instrument has a mean strength of E(F ) = 10.1, the
2SLS method has a substantial median bias of around 0.07 with moderate confound-
ing and 0.14 with strong confounding. In contrast, the LIML method shows minimal
bias throughout for all but the weakest instruments (E(F ) = 2.0). The unadjusted
Bayesian method has results similar to that for the 2SLS method with a null causal
effect, and is biased in the same direction when there is a true causal effect.

The adjusted Bayesian method has an absolute median bias less than 0.01 in the
four simulations when E(F ) = 10.1. These results are compatible with the adjusted
Bayesian method being median unbiased for E(F ) > 10. When the instrument is very
weak, the posterior distributions for β1 have a long-tailed distribution which is often
skewed. With a single instrument, the confidence interval in the ratio method using
Fieller’s theorem [28] may include infinity [40]. This corresponds in the Bayesian
analysis to a bimodal posterior distribution. Figure 2 (top panel) shows example data
for the mean risk factor and outcome in subgroups based on the sum of the three IVs
which lead to a skewed or a bimodal posterior distribution for β1. These data were
generated from model (4) using the parameters of scenario a) with α1 = 0.3. In each
case, the gradient of the line through the points, representing the causal association,
is more compatible with a near vertical line (representing β1 = ∞) than a horizontal
line (representing β1 = 0). In the bimodal case, plausible estimates for the gradient
lie both sides of zero, whereas in the skewed case, plausible estimates mainly take
negative values. The corresponding posterior distributions based on 50 000 iterations
of the adjusted IV method using all three IVs independently are displayed in Figure 2
(bottom panel), with the prior distribution of β1 shown as a dashed line for compar-
ison. In both the skewed and bimodal cases, neither the posterior median nor mean
is a good summary of the distribution, and the corresponding median bias across
simulations is not close to zero despite the data being analysed under the correct
model.

2.6 Coverage

The 2SLS method underestimates CIs throughout, with coverage consistently less than
95% and as small as 80% with the weakest instruments under strong confounding.
LIML again underestimates coverage throughout, especially with weak instruments,
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α1 Mean F 2SLS Bayesian Adjusted Bayesian LIML

a) Null causal effect (β1 = 0), moderate positive confounding

0.2 2.0 0.460 0.433 0.452 0.170
0.3 3.3 0.256 0.275 0.132 0.019
0.4 5.1 0.159 0.176 0.032 0.006
0.5 7.3 0.103 0.115 0.007 0.003
0.6 10.1 0.069 0.074 0.001 -0.001

b) Null causal effect (β1 = 0), strong positive confounding

0.2 2.0 0.910 0.846 0.860 0.288
0.3 3.3 0.522 0.564 0.269 0.048
0.4 5.1 0.313 0.350 0.046 0.014
0.5 7.3 0.215 0.239 0.030 0.024
0.6 10.1 0.139 0.153 -0.009 -0.012

c) Positive causal effect (β1 = 1), moderate positive confounding

0.2 2.0 1.464 1.322 1.450 1.155
0.3 3.3 1.251 1.266 1.142 1.029
0.4 5.1 1.151 1.197 1.027 1.003
0.5 7.3 1.109 1.150 1.010 1.007
0.6 10.1 1.075 1.105 1.004 1.002

d) Positive causal effect (β1 = 1), strong negative confounding

0.2 2.0 0.072 0.079 0.131 0.672
0.3 3.3 0.496 0.579 0.756 0.982
0.4 5.1 0.696 0.822 0.956 0.995
0.5 7.3 0.814 0.936 1.019 1.026
0.6 10.1 0.855 0.942 0.995 0.996

Table 1: Simulations for continuous outcome – Median estimate of β1 = 0 or 1 for
2SLS, LIML and Bayesian methods across 10 000 simulations for various scenarios
and strengths of instrument
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α1 Mean F 2SLS Bayesian Adjusted Bayesian LIML

a) Null causal effect (β1 = 0), moderate positive confounding

0.2 2.0 2.44 (0.838) 5.20 (0.944) 4.59 (0.951) 3.17 (0.898)
0.3 3.3 1.93 (0.881) 3.26 (0.950) 2.93 (0.957) 2.01 (0.926)
0.4 5.1 1.57 (0.900) 2.20 (0.949) 2.07 (0.955) 1.00 (0.936)
0.5 7.3 1.30 (0.917) 1.63 (0.951) 1.56 (0.954) 1.00 (0.944)
0.6 10.1 1.12 (0.924) 1.32 (0.948) 1.28 (0.951) 1.00 (0.945)

b) Null causal effect (β1 = 0), strong positive confounding

0.2 2.0 4.36 (0.798) 9.60 (0.938) 8.25 (0.946) 6.17 (0.886)
0.3 3.3 3.45 (0.848) 5.91 (0.940) 5.19 (0.948) 4.25 (0.910)
0.4 5.1 2.85 (0.888) 4.03 (0.948) 3.73 (0.953) 3.26 (0.932)
0.5 7.3 2.36 (0.905) 2.98 (0.945) 2.85 (0.950) 2.59 (0.936)
0.6 10.1 2.06 (0.920) 2.42 (0.950) 2.35 (0.950) 2.19 (0.946)

c) Positive causal effect (β1 = 1), moderate positive confounding

0.2 2.0 2.45 (0.832) 7.11 (0.997) 4.65 (0.950) 3.37 (0.895)
0.3 3.3 1.93 (0.869) 4.60 (0.997) 2.90 (0.952) 2.32 (0.917)
0.4 5.1 1.57 (0.897) 3.30 (0.999) 2.05 (0.953) 1.77 (0.933)
0.5 7.3 1.30 (0.913) 2.51 (0.998) 1.56 (0.953) 1.41 (0.940)
0.6 10.1 1.12 (0.925) 2.06 (0.998) 1.28 (0.950) 1.19 (0.946)

d) Positive causal effect (β1 = 1), strong negative confounding

0.2 2.0 4.35 (0.798) 8.58 (0.915) 8.29 (0.947) 6.09 (0.882)
0.3 3.3 3.50 (0.856) 5.32 (0.918) 5.28 (0.952) 4.31 (0.913)
0.4 5.1 2.83 (0.886) 3.49 (0.914) 3.69 (0.950) 3.24 (0.932)
0.5 7.3 2.42 (0.906) 2.65 (0.915) 2.90 (0.953) 2.64 (0.940)
0.6 10.1 2.05 (0.923) 2.11 (0.913) 2.35 (0.952) 2.19 (0.948)

Table 2: Simulations for continuous outcome – Median width (coverage probabil-
ity) of 95% confidence interval for 2SLS, LIML and Bayesian methods across 10 000
simulations for various scenarios and strengths of instrument
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though not as severely as 2SLS. Both the 2SLS and LIML methods rely on asymptotic
normality to perform inference on the causal effect. As the true distribution of the
estimated causal effect with a finite population is not normal, but in fact heavy-tailed,
the asymptotic standard error is an underestimate of the true uncertainty in the causal
effect, and so confidence intervals are too narrow and coverage is underestimated.
In contrast, the adjusted Bayesian method has correct coverage throughout, with
coverage within 2 standard deviations (0.44%) of 95% for 18 of the 20 sets of parameter
values.

The unadjusted Bayesian method usually has good coverage with a null causal
effect, but incorrectly estimated coverage throughout when there is a true effect.
This is because the error structure between X and Y is incorrectly specified. The
true contour lines of the joint probability density function of X and Y within genetic
subgroups (for people with the same mean risk factor and outcome) should be elliptical
with major axis in the direction of the confounded association. However, by ignoring
the correlation, horizontal and vertical major axes are assumed. Figure 3 shows
simulations for the mean risk factor and outcome of three genetic subgroups assuming
positive (left), zero (centre) and negative (right panel) correlation between X and Y
with a positive true causal effect to illustrate the within-subgroup density function.
We see that when the correlation is positive, the variation in the gradient between the
groups (the causal effect, estimates shown as grey lines passing through the true mean
of the middle subgroup) is less than when zero correlation is assumed, which in turn
is less than when there is a true negative correlation. Hence when the confounded
correlation within groups is in the same direction as the causal effect, ignoring this
correlation will result in overly wide confidence intervals, and when the correlation is
in the opposite direction, confidence intervals will be underestimated.

2.7 Different strength instruments

Previous authors [36] have suggested that the adjusted Bayesian method performs less
well when the instruments have different strength. A simulation exercise to investigate
this is presented in the Appendix using three instruments with the ratio of the genetic
association parameters set at 1:3:5. No evidence that any of the methods perform
differently with different strength instruments was found.

2.8 Conclusions

We conclude that modelling the correlation between the risk factor and outcome
is necessary in a Bayesian model in cases where there is a true causal effect or in
any model where the instrument is weak. Compared with a 2SLS approach, the
adjusted Bayesian method gives an improvement in coverage properties, and a marked
reduction in bias for all but the weakest instruments.
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Figure 2: Top: example data showing mean risk factor and outcome with 95% con-
fidence intervals in each of the subgroups based on the IV; Bottom: prior (dashed
line) and posterior (solid line) distributions for causal estimate of association – corre-
sponding to bimodal (left) and skewed (right) posterior distributions
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Figure 3: Simulations illustrating joint distribution of mean phenotype and outcome
in three genetic subgroups and causal estimate of association (grey lines) with positive
between-group association and positive (left), null (centre) and negative (right panel)
within-group correlation
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3 Binary outcomes and logistic models

We first define population and conditional odds ratios, which are typically different
quantities. We list IV methods to estimate causal effects with binary outcomes, show-
ing how they are analogous to the methods for continuous outcomes considered. We
present simulations with binary outcomes to investigate bias and coverage properties
in these methods.

3.1 Collapsibility

A measure of association is collapsible over a variable if it is constant across the
strata of the variable, and if this constant value equals the value obtained from the
marginal analyses [16]. In a logistic model, the odds ratio is non-collapsible, as it
differs depending on the distribution of covariates [3]. The conditional (causal) log
odds ratio (CLOR) represents the difference in log-odds when the risk factor X is
increased by one conditional on all other variables (U), and the marginal population
(causal) log odds ratio (PLOR) [19, 41] represents the difference in log-odds for the
same increase in X averaged across all other variables (U) and across the distribution
of X:

CLOR(x, u) = log(odds{Y |X = x+ 1, U = u})− log(odds{Y |X = x, U = u}) (6)

PLOR = log(odds{EX,U [Y |X = x+ 1, U = u]})− log(odds{EX,U [Y |X = x, U = u]})
(7)

In a logistic model linear in X and U , the CLOR is independent of x and u and can
be estimated by logistic regression of Y on X and U . The PLOR cannot be estimated
without knowledge of the distribution of X or U , even if U is not a confounder. We
calculate the PLOR here by numerical integration using the adapt package in R [42].
Additionally, we refer to the confounded ‘observational’ association, calculated by
logistic regression of Y on X ignoring U . This will be biased compared to the CLOR,
with direction of bias depending on the Y -U and X-U associations.

3.2 Methods

a) Two-stage: The analogue of 2SLS with binary outcomes is a two-stage estima-
tor where the second-stage (X-Y regression) uses logistic regression. This has been
called the two-stage estimator [17], standard IV estimator [18], pseudo-2SLS [43],
two-stage predictor substitution [44] or Wald-type estimator [6]. The standard error
is here taken from the second-stage logistic regression with no correction. This may be
underestimated, as the uncertainty in the first stage regression is not acknowledged.

b) Ratio: Similarly, with a single instrument, a ratio estimator with binary out-
comes can be calculated using logistic regression in the G-Y regression [45, 46]. As
in the continuous case, this coincides with the two-stage estimator. However, such
regression methods do not yield consistent estimators of the CLOR and have been
called “forbidden regressions” [32, 47]. This is because the non-linear model does
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not guarantee that the residuals from the second-stage regression are uncorrelated
with the instruments. As we shall see below, this leads to causal estimates which are
marginal with respect to the confounders U .

c) Adjusted two-stage: The adjusted two-stage approach includes the estimated
residuals from the first stage (G-X) regression in the second stage (X-Y ) regression,
as they are unbiased estimates of the confounders [18]. Including these residuals in
the second stage regression is an attempt to adjust for unmeasured confounding in
estimating the CLOR. This is known as a control function approach [48] or two-stage
residual inclusion [44]. We note that this adjustment is not relevant in the linear
case, as the first-stage fitted values and residuals are uncorrelated, meaning that the
second-stage regression coefficient for X would not change if the orthogonal first-stage
residuals were added to the regression model.

d) Maximum likelihood: By jointly modelling the risk factor and outcome
distributions, a maximum likelihood estimate of the causal effect can be calculated.
We model the risk factor as normally distributed in a linear regression on the number
of genetic variants, and the outcome as a Bernoulli random variable in a logistic model
on the mean risk factor.

xi ∼ N (X̄i, σ
2
x) (8)

yi ∼ Bernoulli(πi)

x̄i = α0 +
K∑
k=1

αkgik

logit(πi) = β0 + β1 x̄i

The joint likelihood ℓ is given by:

ℓ =
∏

i=1,...,N

(
πyi
i (1− πi)

1−yi
1√
2πσx

{exp(− 1

2σ
(xi − x̄i)

2)}
)

(9)

As maximization is performed over the joint model, this is a full information maximum
likelihood (FIML) approach. In this paper, we use the optim command in R to perform
maximization of the log-likelihood.

e) Bayesian: In the Bayesian approach with binary outcomes, we assume the
probability of an event (πi) for each individual i is associated with the mean risk
factor (ξi) in a logistic model [34, 35]. The outcome Yi is modelled as a Bernoulli
random variable:

Xi ∼ N (ξi, σ
2
x) (10)

Yi ∼ Bernoulli(πi)

ξi = α0 +
K∑
k=1

αkgik

ηi = logit(πi) = β0 + β1 ξi
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f) Adjusted Bayesian: Similarly to the adjusted two-stage model, we can adjust
for the underlying first stage residuals in a Bayesian model.

Yi|(Xi = xi) ∼ Bernoulli(πi) (11)

ηi = logit(πi) = β0 + β1 ξi + γ(xi − ξi)

We note that the coefficient γ for the residual association is analogous to the correla-
tion parameter ρ in the continuous model (3), both algebraically as a coefficient for the
first-stage residuals, and conceptually as a way of adjusting for unmeasured confound-
ing. As in the continuous case, uncertainty in both the G-X and G-Y associations
feeds back into the model through the joint distribution of the variables.

As the unadjusted estimators do not take into account covariates, a marginal
parameter close to the PLOR will be estimated. If the residuals adjusted for in the
adjusted methods are close to the value of U , then a parameter conditional on U is
estimated. If the residuals do not equal the relevant confounder U , for example due
to error terms, the adjustment will not be complete and some attenuation from the
CLOR will be expected.

3.3 Simulations for binary outcomes

In order to investigate the bias associated with different levels of confounding for
different strengths of instrument, we consider a model of confounded association with
three instruments. Data were simulated from model (12), a binary outcome analogue
of model (4):

xi = α11g1i + α12g2i + α13g3i + α2ui + ϵi (12)

ηi = logit(πi) = β0 + β1xi + β2ui

yi ∼ Bernoulli(πi); ϵi, ui ∼ N (0, 1) independently

The continuous outcome ηi is converted to a binary outcome by drawing Bernoulli
random variables with probability of event πi = expit(ηi), where expit is the inverse
of the logit function. The three IVs were thought of as uncorrelated SNPs in Hardy-
Weinberg equilibrium with minor allele frequencies of 1

3
, 1

3
and 1

5
, and the sample

size was set to 2025 (= 34 × 52). We set β0 = 0, giving close to 50% prevalence of
disease and took two sets of values of (α11, α12, α13) = (0.5, 0.4, 0.6), (0.10, 0.08, 0.12)
corresponding to strong and weak instrument scenarios, with mean F statistics of 100
and 5 respectively in the regression of phenotype on the instruments. Parameter values
were chosen to correspond to a case-control study with approximately equal number
of cases and controls, with large enough sample size to give reasonable precision of
the causal effect in the simulation. The genetic association parameters corresponding
to the strong instruments were chosen to examine the effect of non-collapsibility in
the absence of weak instrument bias; the weak instrument parameters were chosen
to correspond roughly to the parameters in a recent study of the causal effect of
C-reactive protein on coronary heart disease [49].

We consider two values for β1 of 0.4 and −0.8 (corresponding to odds ratio 1.49
and 0.45) and four values for β2 of 0.0, 0.2, −0.6 and 1.0 corresponding to different
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directions and levels of confounding, with α2 = 1 . Results are based on the analysis
of 1000 datasets for each set of parameter values (results using non-Bayesian methods
for 100 000 datasets are given in the Appendix).

3.4 Results

Table 3 gives the median estimate for β1 = 0.4 or −0.8 for the two-stage, maximum
likelihood, and Bayesian methods both adjusted and unadjusted for the first-stage
residuals, together with the median observational estimate and population log odds
ratio (PLOR). Table 4 gives the median width and coverage of the 95% confidence
interval. Coverage is given for both the conditional (CLOR = β1) and population log
odds ratios (PLOR). The Monte Carlo standard error for the coverage is 0.007, and
for the median estimate is about 0.012 with the weak instrument and 0.002 with the
strong instrument.

3.5 Median bias

With the stronger instrument, the two-stage, maximum likelihood and Bayesian es-
timators are attenuated compared to the CLOR, even when there is no confounding
(β2 = 0). The median estimates from each of the methods approximate the PLOR
throughout. The estimates from the adjusted approaches are much closer to the
CLOR, but there is still some attenuation especially when the confounding is strong.

By comparing the results with the weak and strong instruments, we see that
there is an effect of weak instrument bias in the two-stage methods depending on the
direction of confounding. The weak instrument bias generally appears to be less in
the adjusted Bayesian method than in the adjusted two-stage method. The maximum
likelihood method suffered from some convergence problems with the weak instrument,
with an undefined standard error in 13 of the 8000 simulations and some anomalous
estimates, making comparison of the bias difficult.

3.6 Coverage

Although with the weak instrument, coverage for each of the methods is fairly close
to the nominal level, this may be due to lack of power rather than because the correct
quantity is being estimated. With the strong instrument, the unadjusted two-stage,
Bayesian, and the maximum likelihood estimators have poor coverage of the CLOR
(β1) but reasonable coverage of the PLOR. The adjusted estimators have coverage
of the CLOR close to 95% throughout, except with strong confounding. For 15 out
of the 16 sets of parameter values, the adjusted Bayesian method has coverage of
the CLOR within two standard deviations (1.4%) of 95%. The maximum likelihood
method underestimates coverage, with coverage rate around 90% for the PLOR with
β1 = −0.8.

The Bayesian methods give wider confidence intervals than the two-stage methods.
This is due to the long-tailed sampling distribution of the causal estimate, as in the
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continuous case, and uncertainty in the first-stage regression, which is acknowledged
in the Bayesian methods but ignored in the two-stage methods.

3.7 Conclusions

These simulations show the effect of both non-collapsibility and weak instrument bias.
Although all of the estimates give some bias in estimation of the causal effect, the re-
sults suggest that the two-stage, maximum likelihood and Bayesian methods estimate
the PLOR, and that adjusting for the first-stage residuals in either of the two-stage
or Bayesian approaches gives better estimation of the CLOR. There is little to choose
between the two-stage and Bayesian adjusted estimators with a strong instrument,
but the adjusted Bayesian approach shows less bias due to weak instruments.

Maximum Adjusted Adjusted
Observational PLOR Two-stage likelihood Bayesian two-stage Bayesian

Strong instrument (E(F ) = 100)

β
1
=

0
.4 β2 = 0 0.400 0.370 0.373 0.373 0.375 0.400 0.402

β2 = 0.2 0.485 0.357 0.359 0.362 0.364 0.400 0.400
β2 = −0.6 0.133 0.379 0.383 0.385 0.386 0.386 0.388
β2 = 1.0 0.754 0.287 0.285 0.290 0.287 0.361 0.359

β
1
=

−
0.
8 β2 = 0 -0.801 -0.634 -0.645 -0.651 -0.650 -0.805 -0.808

β2 = 0.2 -0.710 -0.659 -0.663 -0.669 -0.668 -0.792 -0.794
β2 = −0.6 -1.024 -0.548 -0.558 -0.565 -0.561 -0.780 -0.781
β2 = 1.0 -0.326 -0.690 -0.700 -0.704 -0.704 -0.724 -0.730

Weak instrument (E(F ) = 5)

β
1
=

0
.4 β2 = 0 0.400 0.372 0.390 0.355 0.415 0.423 0.419

β2 = 0.2 0.498 0.358 0.382 0.340 0.415 0.421 0.405
β2 = −0.6 0.097 0.382 0.329 0.326 0.372 0.330 0.370
β2 = 1.0 0.817 0.287 0.348 0.323 0.380 0.433 0.374

β
1
=

−
0.
8 β2 = 0 -0.801 -0.639 -0.624 -0.599 -0.673 -0.783 -0.782

β2 = 0.2 -0.698 -0.665 -0.668 -0.643 -0.719 -0.801 -0.805
β2 = −0.6 -1.062 -0.549 -0.563 -0.563 -0.613 -0.808 -0.776
β2 = 1.0 -0.273 -0.699 -0.606 -0.607 -0.672 -0.628 -0.676

Table 3: Simulations with binary outcomes – Median log odds ratio estimates from IV
analyses using two-stage, maximum likelihood, Bayesian and adjusted methods across 1000
simulations compared with observational analysis and population log odds ratio (PLOR)
in strong and weak instrument scenarios
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Maximum Adjusted Adjusted
Two-stage likelihood Bayesian two-stage Bayesian

Strong instrument (E(F ) = 100)

β
1
=

0
.4 β2 = 0 0.33 (0.94) [0.95] 0.34 (0.94) [0.94] 0.34 (0.95) [0.95] 0.34 (0.94) [0.93] 0.35 (0.94) [0.93]

β2 = 0.2 0.33 (0.94) [0.97] 0.33 (0.93) [0.96] 0.34 (0.95) [0.97] 0.35 (0.95) [0.92] 0.35 (0.96) [0.92]
β2 = −0.6 0.33 (0.93) [0.94] 0.34 (0.94) [0.94] 0.34 (0.94) [0.95] 0.33 (0.93) [0.94] 0.34 (0.94) [0.95]
β2 = 1.0 0.33 (0.75) [0.96] 0.33 (0.76) [0.96] 0.33 (0.79) [0.97] 0.37 (0.94) [0.87] 0.38 (0.94) [0.88]

β
1
=

−
0
.8 β2 = 0 0.35 (0.60) [0.96] 0.37 (0.61) [0.91] 0.38 (0.70) [0.97] 0.39 (0.94) [0.61] 0.40 (0.95) [0.62]

β2 = 0.2 0.35 (0.70) [0.96] 0.37 (0.69) [0.90] 0.38 (0.79) [0.97] 0.39 (0.94) [0.73] 0.39 (0.94) [0.72]
β2 = −0.6 0.34 (0.16) [0.98] 0.36 (0.24) [0.90] 0.37 (0.27) [0.98] 0.41 (0.94) [0.38] 0.42 (0.94) [0.40]
β2 = 1.0 0.35 (0.76) [0.95] 0.37 (0.75) [0.90] 0.39 (0.83) [0.96] 0.36 (0.82) [0.93] 0.38 (0.85) [0.93]

Weak instrument (E(F ) = 5)

β
1
=

0
.4 β2 = 0 1.48 (0.96) [0.96] 1.56 (0.97) [0.97] 1.96 (0.97) [0.97] 1.54 (0.96) [0.95] 2.02 (0.96) [0.96]

β2 = 0.2 1.50 (0.95) [0.95] 1.59 (0.97) [0.97] 2.01 (0.97) [0.97] 1.58 (0.94) [0.93] 2.09 (0.95) [0.94]
β2 = −0.6 1.49 (0.94) [0.94] 1.58 (0.96) [0.96] 1.99 (0.96) [0.96] 1.49 (0.94) [0.94] 1.98 (0.96) [0.96]
β2 = 1.0 1.49 (0.97) [0.97] 1.58 (0.98) [0.98] 2.00 (0.98) [0.97] 1.69 (0.95) [0.93] 2.29 (0.96) [0.95]

β
1
=

−
0
.8 β2 = 0 1.50 (0.95) [0.97] 1.61 (0.94) [0.98] 2.04 (0.98) [0.99] 1.68 (0.95) [0.93] 2.21 (0.96) [0.94]

β2 = 0.2 1.47 (0.94) [0.96] 1.59 (0.94) [0.98] 1.99 (0.98) [0.99] 1.62 (0.94) [0.94] 2.11 (0.94) [0.94]
β2 = −0.6 1.48 (0.93) [0.98] 1.59 (0.93) [0.98] 1.97 (0.97) [0.98] 1.77 (0.96) [0.91] 2.32 (0.96) [0.94]
β2 = 1.0 1.46 (0.92) [0.94] 1.61 (0.94) [0.97] 2.03 (0.96) [0.96] 1.49 (0.92) [0.94] 2.01 (0.95) [0.95]

Table 4: Simulations with binary outcomes – Median width (coverage probability for β1) [coverage
probability for the population log odds ratio (PLOR)] of 95% confidence interval from IV analyses
using two-stage, maximum likelihood, Bayesian and adjusted methods across 1000 simulations in
strong and weak instrument scenarios
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4 Discussion

In this paper, we observed how weak instruments give rise to biased causal estimates
in instrumental variable analyses. We introduced a Bayesian method to explicitly
model the correlation between risk factor and outcome, which reduced median bias
from weak instruments to close to zero when the mean F statistic is around 10 in a
simulation exercise. We saw how this adjustment is analogous to a control variable
approach with binary outcomes, which targets the conditional odds ratio in a logistic
model as opposed to unadjusted methods, which target the population odds ratio.

4.1 Comparison with previous work

This paper builds on previous work, which has shown that the likelihood-based LIML
method is median unbiased in the continuous outcome case. The adjusted Bayesian
approach, also likelihood-based, is also median unbiased for moderately strong instru-
ments, and does not suffer from the problems of underestimated confidence intervals
given by LIML with weak instruments. Although the adjusted Bayesian estimate is
not median unbiased for very weak instruments, this problem is at least partially due
to the shape of the posterior distribution, which cannot always be summarized by
a single value. We have seen how failure to take into account the correlation in a
Bayesian approach leads to weak instrument bias and incorrect coverage.

In the binary case, the adjusted two-stage estimator has been shown to estimate
the conditional causal odds ratio more accurately than the unadjusted two-stage esti-
mator [18]. We build on this and a previous Bayesian estimator [34] by introducing an
adjusted Bayesian approach, which adjusts for the first-stage residuals in a Bayesian
framework. With a strong instrument, the adjusted two-stage and adjusted Bayesian
approach give similar answers. With a weak instrument, the adjusted Bayesian ap-
proach seems to be less biased than the adjusted two-stage approach. The Bayesian
methods give wider confidence intervals than the two-stage methods with reasonable
coverage in the simulations considered.

Previous work on improving coverage for weak instruments have proposed meth-
ods based on the inversion of tests which are robust to weak instruments [14, 50, 51]
or based on permutation tests [26]. We provide an alternative method which simulta-
neously estimates the causal parameter of interest and provides a confidence interval,
uses available statistical software, and appears to generalize more easily, for example
to the case of multiple phenotypes.

4.2 Interpretation of the IV odds ratio estimates

The population or marginal log odds ratio has been recently suggested as a possible
target of interest for IV estimation [19]. Our simulations suggest that the unadjusted
two-stage and Bayesian methods presented in this paper more closely estimate the
population than the conditional log odds ratio, although further research is needed to
provide a theoretical basis for this result. Although the adjusted two-stage method
has been claimed to estimate the CLOR [44], when the residual from the first-stage
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regression is not close to the unmeasured covariate in the second-stage regression,
there is noticeable attenuation from the CLOR [52].

4.3 Retrospective data

In Mendelian randomization, when retrospective data have been measured, it is usual
to make inference on the G-X association using non-diseased individuals, such as a
control population in a case-control setting [40]. This makes the assumption that the
distribution of X in the controls is similar to that of the general population, which is
true for a rare disease [53] and is necessary to prevent bias of the causal estimate due
to reverse causation and ascertainment of case-control status [3]. In the two-stage
method, fitted values for the diseased individuals can be estimated from the G-X
model on the non-diseased individuals only. However, residual values cannot be used
as there is no pre-event exposure measurement, so the adjusted two-stage approach
is not possible. In a Bayesian MCMC setting, the adjusted approach is possible even
with retrospective data. An exposure value can be imputed for diseased individuals
from the distribution of X in the model fitted on the healthy individuals only. At
each iteration in the MCMC procedure, a value of xi is drawn from this distribution,
which is used to form the residual (xi−ξi). Feedback from these imputed values to the
parameters of genetic association (αk) should be cut [54], as otherwise the imputation
process will affect the parameters in the G-X association.

4.4 Comparison with semi-parametric methods

Two other approaches to IV estimation are the Generalized Method of Moments
(GMM) and Structural Mean Models (SMM). GMM is designed as a more flexible
form of 2SLS to deal with problems of heteroscedasticity of error distributions and
non-linearity in the two-stage structural equations [43, 55]. SMM was designed in the
context of randomized trials with incomplete compliance [56, 57]. In the IV setting,
the potential outcome Y (x) is defined as the outcome which would have been observed
if the risk factor X were set to x. A structural form is assumed for Y (X)− Y (0) and
the causal parameter is found using “G-estimation” [58, 59], using the independence
of the ‘exposure-free outcome’ Y (0) and the IV. Both of these methods are described
as semi-parametric, with a parametric form assumed for the structural equations but
no assumption on the error distribution. With a normal error distribution, the logistic
SMM is equivalent to an adjusted two-stage approach [19]. With retrospective data,
the risk factor for the cases can be omitted or down-weighted in a SMM approach
[53].

Although the Bayesian method is parametric, the lack of distributional assump-
tions on the posterior distribution enables hypothesis testing without the need for
asymptotic assumptions, giving accurate coverage even with weak instruments. This
contrasts with methods using asymptotic assumptions of normality for the causal
estimate, which can give incorrect coverage especially with weak instruments.
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Online Appendix

In this appendix, further results from the simulation studies are given. Tables are
given for simulations in the main paper run across more simulated datasets for non-
Bayesian methods, for the mean bias rather than the median bias considered in the
main paper, and for a further simulation with unequal strength instruments. These
further results do not materially change the findings of the paper, but are provided
to validate the results from the main paper.

A.1 Extending simulations

In both the continuous and binary outcome simulations included in the paper, the
number of datasets analysed was limited for reasons of computational intensity as-
sociated with the Bayesian method. Calculations were performed on a multi-core
computer with 2.20GHz central processing units (CPUs). In total, each of the simu-
lations consumed over 1 CPU-year of processor time. For this reason, results for the
less computationally intensive two-stage methods are given across 100 000 simulations
for both simulations to validate the results of given in the paper and to reduce the
impact of Monte Carlo standard error (MCSE) on results. Further results from the
simulation in Section 2.3 with continuous outcomes are given in Table A1, and from
the simulation in Section 3.3 with binary outcomes are given in Table A2. MCSE of
the median estimate is around 0.001 in the continuous and around 0.0003 and 0.0012
in the binary outcome case for the strong and weak instrument respectively. MCSE
of the coverage probability is less than 0.001 in both cases.

A.2 Mean bias

In addition to median bias, we can also consider mean bias. Although LIML has no
finite moments, the estimators for the 2SLS and Bayesian methods with three IVs
have finite first moments, and so the mean estimate (and equally the mean bias) is
a sensible quantity to consider for these estimators. The Bayesian method would
even give an estimate with a finite mean even if there were no data, due to the prior
distribution.

Table A3 explores the mean and median estimates of bias for the 2SLS and ad-
justed Bayesian approaches. The true sampling distribution of the IV estimator based
on a finite population has mean bias in the direction of the observational correlation
between X and Y , and is skewed in the opposite direction [25]. This leads to the dif-
ference between the mean and median 2SLS estimates in each scenario. The posterior
distribution from the adjusted Bayesian method is also skewed in this direction, as
it reflects the true uncertainty of the sampling distribution of the IV estimate. For
the adjusted Bayesian method with E(F ) = 10, as already noted, the median bias
is close to zero when the posterior mean is considered as a point estimate. We see
here that the mean bias is close to zero when the posterior median is considered as a
point estimate. The effect of considering the posterior median or the sample median
biases the point estimate in the opposite way to considering the posterior mean or
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α1 Mean F 2SLS LIML

a) Null causal effect (β1 = 0), moderate positive confounding

0.2 2.0 0.458 (0.840) 0.165 (0.900)
0.3 3.3 0.254 (0.875) 0.019 (0.922)
0.4 5.1 0.152 (0.899) 0.005 (0.935)
0.5 7.3 0.101 (0.914) 0.000 (0.942)
0.6 10.1 0.071 (0.926) -0.000 (0.948)

b) Null causal effect (β1 = 0), strong positive confounding

0.2 2.0 0.920 (0.801) 0.307 (0.885)
0.3 3.3 0.506 (0.853) 0.036 (0.915)
0.4 5.1 0.305 (0.887) 0.005 (0.930)
0.5 7.3 0.201 (0.908) 0.001 (0.940)
0.6 10.1 0.142 (0.920) 0.001 (0.946)

c) Positive causal effect (β1 = 1), moderate positive confounding

0.2 2.0 1.459 (0.836) 1.165 (0.897)
0.3 3.3 1.254 (0.874) 1.025 (0.921)
0.4 5.1 1.153 (0.897) 1.000 (0.932)
0.5 7.3 1.102 (0.915) 1.001 (0.943)
0.6 10.1 1.072 (0.925) 1.001 (0.947)

d) Positive causal effect (β1 = 1), strong negative confounding

0.2 2.0 0.088 (0.802) 0.700 (0.885)
0.3 3.3 0.486 (0.852) 0.945 (0.915)
0.4 5.1 0.696 (0.887) 1.002 (0.930)
0.5 7.3 0.800 (0.907) 1.000 (0.940)
0.6 10.1 0.859 (0.919) 1.001 (0.945)

Table A1: Extended simulations for continuous outcome – Median estimate of β1 = 0
or 1 (coverage probability of 95% confidence interval) for 2SLS and LIML across
100 000 simulations for various scenarios and strengths of instrument
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Observational PLOR Two-stage Adjusted two-stage

Strong instrument (E(F ) = 100)

β
1
=

0
.4 β2 = 0 0.400 0.370 0.374 (0.945) [0.957] 0.401 (0.950) [0.950]

β2 = 0.2 0.485 0.357 0.360 (0.935) [0.961] 0.400 (0.951) [0.951]
β2 = −0.6 0.133 0.379 0.381 (0.941) [0.948] 0.383 (0.941) [0.941]
β2 = 1.0 0.754 0.287 0.291 (0.759) [0.965] 0.369 (0.929) [0.929]

β
1
=

−
0
.8 β2 = 0 -0.801 -0.634 -0.644 (0.591) [0.968] -0.802 (0.951) [0.951]

β2 = 0.2 -0.710 -0.659 -0.667 (0.703) [0.964] -0.797 (0.949) [0.949]
β2 = −0.6 -1.024 -0.548 -0.555 (0.169) [0.975] -0.776 (0.941) [0.941]
β2 = 1.0 -0.326 -0.690 -0.702 (0.794) [0.945] -0.725 (0.854) [0.854]

Weak instrument (E(F ) = 5)

β
1
=

0
.4 β2 = 0 0.400 0.372 0.374 (0.957) [0.956] 0.402 (0.949) [0.948]

β2 = 0.2 0.498 0.358 0.373 (0.961) [0.961] 0.414 (0.950) [0.947]
β2 = −0.6 0.098 0.382 0.340 (0.943) [0.945] 0.342 (0.942) [0.945]
β2 = 1.0 0.817 0.287 0.342 (0.967) [0.964] 0.434 (0.943) [0.925]

β
1
=

−
0
.8 β2 = 0 -0.801 -0.639 -0.638 (0.951) [0.972] -0.804 (0.951) [0.932]

β2 = 0.2 -0.698 -0.665 -0.651 (0.949) [0.968] -0.784 (0.949) [0.941]
β2 = −0.6 -1.062 -0.549 -0.579 (0.946) [0.977] -0.818 (0.949) [0.899]
β2 = 1.0 -0.273 -0.699 -0.631 (0.914) [0.940] -0.653 (0.918) [0.938]

Table A2: Extended simulations with binary outcomes – Median estimate (coverage
probability of 95% confidence interval for β1) [coverage probability of 95% confidence
interval for population log odds ratio (PLOR)] from IV analyses using two-stage and
adjusted two-stage methods across 100 000 simulations in strong and weak instrument
scenarios

the sample mean. When the sample mean of the posterior medians or the sample
median of the posterior means is considered, with moderately strong instruments the
two effects seem to cancel each other out, leading to bias being close to zero.

From a Bayesian perspective, bias is an odd concept as it requires reducing the
posterior distribution to a single point value. As is seen in this example, depending on
how bias is defined, different summary values from of the posterior distribution will be
more or less biased. A Bayesian would rather report the entire posterior distribution,
as this represents their true belief about the parameter of interest. Coverage is a
much more important property to a Bayesian, as this depends on the entire posterior
distribution.

A.3 Different strength instruments

In response to concerns from a reviewer citing Kleibergen and Zivot [36], that the
adjusted Bayesian method may perform badly when instruments of different strength
were used, we perform simulations similar to those in Section 2.3, except with the
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Posterior mean from Posterior median from
Method: 2SLS adjusted Bayesian model adjusted Bayesian model

α1 Mean F Mean Median Mean Median Mean Median

a) Null causal effect (β1 = 0), moderate positive confounding

0.2 2.0 0.414 0.460 0.425 0.452 0.475 0.483
0.3 3.2 0.182 0.256 0.075 0.132 0.171 0.207
0.4 5.1 0.102 0.159 -0.041 0.032 0.057 0.105
0.5 7.2 0.060 0.103 -0.054 0.007 0.016 0.061
0.6 10.2 0.038 0.069 -0.041 0.001 0.006 0.037

b) Null causal effect (β1 = 0), strong positive confounding

0.2 2.7 0.834 0.910 0.819 0.860 0.922 0.921
0.3 4.6 0.373 0.522 0.158 0.269 0.348 0.414
0.4 7.5 0.190 0.313 -0.102 0.046 0.097 0.196
0.5 11.2 0.125 0.215 -0.105 0.030 0.037 0.133
0.6 15.7 0.072 0.139 -0.075 -0.009 0.015 0.069

c) Positive causal effect (β1 = 1), moderate positive confounding

0.2 2.0 1.411 1.464 1.424 1.450 1.473 1.481
0.3 3.3 1.192 1.251 1.086 1.142 1.181 1.213
0.4 5.1 1.091 1.151 0.946 1.027 1.046 1.101
0.5 7.3 1.061 1.109 0.946 1.010 1.017 1.063
0.6 10.2 1.042 1.075 0.967 1.004 1.012 1.042

d) Positive causal effect (β1 = 1), strong negative confounding

0.2 2.0 0.149 0.072 0.163 0.131 0.057 0.065
0.3 3.3 0.640 0.496 0.878 0.756 0.679 0.606
0.4 4.9 0.807 0.696 1.112 0.956 0.911 0.809
0.5 7.4 0.895 0.814 1.119 1.019 0.977 0.907
0.6 10.2 0.923 0.855 1.075 0.995 0.985 0.918

Table A3: Simulations for continuous outcome – Mean and median estimates of β1 = 0
or 1 for 2SLS, posterior mean and posterior median of adjusted Bayesian method
across 10 000 simulations for various scenarios and strengths of instrument
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ratio of the genetic association parameters set at 1:3:5 (α11, α12, α13)=(1α1, 3α1, 5α1).

xi = 1α1 gi1 + 3α1 gi2 + 5α1 gi3 + α2 ui + ϵxi (13)

yi = β1 xi + β2 ui + ϵyi

ui ∼ N (0, σ2
u); ϵxi ∼ N (0, σ2

x); ϵyi ∼ N (0, σ2
y) independently

Five values of α1 were considered (0.1, 0.15, 0.2, 0.25 and 0.3) corresponding to mean
F statistics between 4.0 and 27.5. All other parameters were taken to be the same as
in the original simulation, and the same four scenarios are considered.

Results are presented in Table A4 for the 2SLS, Bayesian, adjusted Bayesian and
LIML methods across 1000 simulations. Although the reduced number of simulations
means that the MCSE for the median estimates are around 0.005–0.020 (depending
on the strength of the instrument) and for the coverage are 0.007, the pattern of
results is very similar to that in the equal strength instrument case considered in the
main body of the paper. The adjusted Bayesian estimates are consistent with zero
median bias for E(F ) ≥ 7.6, and the coverage of the adjusted Bayesian method is close
to the nominal level throughout. This is compared to the 2SLS method, which still
shows signs of non-zero median bias even with E(F ) = 27.5, and to each of the other
methods, which display incorrect coverage for weak instruments with E(F ) = 4.0.

We conclude from this limited simulation exercise that the results and conclusions
of this paper are likely to apply equally in situations where the instruments used have
different strength, as well as where they have the same strength.
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α1 Mean F 2SLS Bayesian Adjusted Bayesian LIML

a) Null causal effect (β1 = 0), moderate positive confounding

0.1 4.0 0.192 (0.878) 0.212 (0.944) 0.060 (0.951) -0.015 (0.927)
0.15 7.6 0.098 (0.904) 0.108 (0.937) -0.002 (0.941) -0.012 (0.931)
0.2 12.8 0.053 (0.926) 0.057 (0.938) -0.007 (0.942) -0.009 (0.939)
0.25 19.4 0.042 (0.949) 0.042 (0.964) 0.003 (0.960) 0.004 (0.958)
0.3 27.5 0.017 (0.951) 0.018 (0.959) -0.013 (0.960) -0.010 (0.960)

b) Null causal effect (β1 = 0), strong positive confounding

0.1 4.0 0.474 (0.845) 0.520 (0.926) 0.198 (0.939) 0.099 (0.900)
0.15 7.6 0.205 (0.912) 0.214 (0.951) -0.014 (0.949) -0.022 (0.948)
0.2 12.8 0.114 (0.905) 0.123 (0.944) 0.020 (0.948) 0.014 (0.935)
0.25 19.4 0.049 (0.939) 0.051 (0.950) -0.018 (0.953) -0.016 (0.949)
0.3 27.5 0.036 (0.940) 0.037 (0.953) -0.010 (0.955) -0.009 (0.949)

c) Positive causal effect (β1 = 1), moderate positive confounding

0.1 4.0 1.188 (0.885) 1.206 (1.000) 1.034 (0.959) 0.991 (0.932)
0.15 7.6 1.068 (0.922) 1.086 (0.997) 0.970 (0.956) 0.966 (0.952)
0.2 12.8 1.059 (0.918) 1.072 (1.000) 1.007 (0.948) 1.007 (0.939)
0.25 19.4 1.040 (0.938) 1.050 (0.999) 1.004 (0.950) 1.005 (0.956)
0.3 27.5 1.022 (0.939) 1.034 (1.000) 0.993 (0.949) 0.994 (0.947)

d) Positive causal effect (β1 = 1), strong negative confounding

0.1 4.0 0.638 (0.876) 0.712 (0.923) 0.853 (0.949) 0.998 (0.923)
0.15 7.6 0.805 (0.922) 0.912 (0.928) 0.983 (0.951) 1.003 (0.946)
0.2 12.8 0.854 (0.917) 0.923 (0.907) 0.964 (0.937) 0.973 (0.936)
0.25 19.4 0.925 (0.932) 0.972 (0.916) 0.997 (0.947) 0.998 (0.945)
0.3 27.5 0.952 (0.946) 0.981 (0.921) 0.998 (0.957) 0.996 (0.953)

Table A4: Simulations for continuous outcome with different strength instruments –
Median estimate of β1 = 0 or 1 (coverage probability of 95% confidence interval) for
2SLS, LIML and Bayesian methods across 1000 simulations for various scenarios and
strengths of instrument

31


